ECO 5936
Machine Learning in Applied Economics

Preliminary Course Syllabus

Spring 2025

1 Course Information

Class Schedule:Mondays 2-5 PM

Class Venue: TBA

Instructor: Amid Ardakani

Office location: BEL 235

Office hours: XXX !

Email: amardakani@fsu.edu

Course website: https://canvas.fsu.edu/

Total Sessions: 30

Course Prerequisites: Basic knowledge of econometrics, statistics and Python.

2 Textbook

An Introduction to Statistical Learning with Applications in Python (ISLP) by Gareth James, Daniela Witten, Trevor Hastie,
and Robert Tibshiran located at https://www.statlearning.com

3 Course Overview

This course provides a comprehensive introduction to machine learning techniques, specifically focusing on economics appli-
cations. Designed for Master’s students in Applied Economics, the course bridges the gap between theoretical econometrics
and practical data science, equipping students with the necessary skills to apply machine learning algorithms to real-world
economic data. By the end of this course, students will have a solid understanding of machine learning principles and
techniques, and the ability to apply these methods to analyze and interpret economic data. This skill set is essential for
modern economists, providing them with the tools to uncover insights and make data-driven decisions in their research and
professional practice.

4 Key Learning Objectives

Python Programming:
— Gain proficiency in Python, the primary programming language used for machine learning.
— Learn to use essential Python libraries such as Numpy, Pandas, Matplotlib, and Seaborn for data analysis and
visualization.
e Statistical Learning Concepts:
— Understand the fundamental concepts of statistical learning, including the distinction between supervised and
unsupervised learning.
— Explore the principles of model building, validation, and selection.
Regression and Classification:
— Master linear regression techniques, including simple and multiple regression.
— Learn classification techniques such as logistic regression and Linear Discriminant Analysis (LDA).
— Implement these models in Python and apply them to economic datasets.
Resampling Methods and Model Selection:
— Understand and apply resampling methods such as cross-validation and the bootstrap method.
— Learn model selection techniques, including subset selection, ridge regression, and lasso.
e Non-linear Models and Tree-based Methods:

1The scheduled office hours are times during which I will be available to meet with students on a walk-in basis. Students who wish to meet
with me at other times are invited to contact me to set up a special appointment (attendance mandatory).
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— Explore non-linear models including polynomial regression and regression splines.
— Understand and implement tree-based methods such as decision trees, bagging, and random forests.
Support Vector Machines and Neural Networks:
— Learn about Support Vector Machines (SVM) for classification and regression tasks.
— Gain an introduction to neural networks, including both single-layer and multi-layer networks.
— Implement and experiment with these models using Python.
Unsupervised Learning and Advanced Topics:
— Delve into unsupervised learning techniques such as Principal Component Analysis (PCA) and clustering methods.
— Explore advanced machine learning topics, including deep learning and time series forecasting.

Course Structure

The course is structured to include both theoretical lectures and practical lab sessions.

Each unit covers a specific set of topics, progressing from fundamental concepts to more advanced techniques.

Lab sessions provide hands-on experience with implementing machine learning models using Python.

Students will complete weekly assignments, a mid-term project, and a final project to reinforce their learning and
demonstrate their proficiency.

Assessments

Assignments (40%): Practical tasks and exercises to apply the concepts learned in lectures.

Mid-term project (15%): A comprehensive project to be completed by the end of Unit 3, focusing on the application
of machine learning techniques to a specific economic dataset.

Final project (15%): A capstone project due at the end of the course, requiring students to apply a range of machine
learning techniques to solve a complex economic problem.

Exams and Quizzes (30%)

Recommended Tools and Software

Python (Anaconda distribution)

Jupyter Notebooks

VS code

PyCharm IDE

Relevant Python libraries: Numpy, Pandas, Matplotlib, Seaborn, Scikit-learn, TensorFlow

Tentative Course Outline (with the corresponding readings)?

Unit 1: Introduction to Python and Statistical Learning

Session 1

Introduction to the course
Overview of the syllabus and course requirements
Introduction to Python programming

— Basic commands

— Data types and variables

— Simple operations

Session 2

Python programming continued
— Control structures: loops and conditionals
— Functions and modules

Session 3

Introduction to Jupyter Notebooks and Python libraries for data analysis
— Numpy
— Pandas

Session 4

Introduction to data visualization with Matplotlib and Seaborn

Session 5

Overview of statistical learning
— What is statistical learning?

2Lecture schedule might be adjusted according to our process.



— Types of machine learning: supervised vs. unsupervised learning
Unit 1 Suggested Reading
e ISLP Chapter 2: Statistical Learning
e Python for Data Analysis by Wes McKinney (Chapters 1-3)
e Think Python by Allen B. Downey (Chapters 1-4)

Unit 2: Linear Regression and Classification

Session 6
e Simple Linear Regression
— Estimating coefficients
— Assessing model accuracy
Session 7
e Multiple Linear Regression
— Model building
— Interpretation of results
Session 8
e Lab: Implementing linear regression in Python
— Importing data
— Building and evaluating models
Session 9
e Introduction to classification
— Logistic regression
— Linear Discriminant Analysis (LDA)
Session 10
e Lab: Implementing logistic regression and LDA in Python
— Case study applications in economics
Unit 2 Suggested Reading
ISLP Chapter 3: Linear Regression
ISLP Chapter 4: Classification
The Elements of Statistical Learning by Hastie, Tibshirani, and Friedman (Chapters 3-4)
Pattern Recognition and Machine Learning by Christopher M. Bishop (Chapters 4-5)

Unit 3: Resampling Methods and Model Selection

Session 11

e Cross-validation
— The validation set approach
— k-Fold cross-validation
Session 12
e The bootstrap method
— Understanding variability
Session 13
e Lab: Cross-validation and bootstrap in Python
Session 14
e Model selection and regularization
— Subset selection
— Ridge regression
— Lasso
Session 15

e Lab: Implementing ridge regression and lasso in Python
Unit 3 Suggested Reading
e ISLP Chapter 5: Resampling Methods
e ISLP Chapter 6: Linear Model Selection and Regularization
e Introduction to the Bootstrap by Efron and Tibshirani (Chapters 1-3)



e Applied Predictive Modeling by Kuhn and Johnson (Chapters 4-6)
Unit 4: Non-linear Models and Tree-based Methods

Session 16
e Polynomial regression
— Understanding non-linear relationships
Session 17
e Regression splines and smoothing splines
— Generalized Additive Models (GAMs)
Session 18
e Lab: Non-linear modeling in Python
Session 19
e Introduction to tree-based methods
— Decision trees
— Bagging and random forests
Session 20

e Lab: Implementing decision trees and random forests in Python
Unit 4 Suggested Reading
e ISLP Chapter 7: Moving Beyond Linearity
e ISLP Chapter 8: Tree-Based Methods
e The Elements of Statistical Learning by Hastie, Tibshirani, and Friedman (Chapters 7-8)
e Applied Predictive Modeling by Kuhn and Johnson (Chapters 8-9)

Unit 5: Support Vector Machines and Neural Networks

Session 21
e Support Vector Machines (SVM)
— Maximal margin classifier
— Support vector classifier
Session 22

e Support vector machines for classification
Session 23

e Lab: Implementing SVM in Python
Session 24
e Introduction to neural networks
— Single-layer networks
— Multilayer networks
Session 25
e Lab: Implementing neural networks in Python
Unit 5 Suggested Reading
ISLP Chapter 9: Support Vector Machines
ISLP Chapter 10: Deep Learning

Pattern Recognition and Machine Learning by Christopher M. Bishop (Chapters 6-7)
Deep Learning by Tan Goodfellow, Yoshua Bengio, and Aaron Courville (Chapters 6-9)

Unit 6: Unsupervised Learning and Advanced Topics

Session 26
e Principal Component Analysis (PCA)
— Understanding data reduction
Session 27
e Clustering methods
— K-means clustering
— Hierarchical clustering



Session 28
e Lab: Implementing PCA and clustering in Python
Session 29
e Advanced topics in machine learning
— Deep learning
— Time series forecasting
Session 30
e Final project presentations and course wrap-up
Unit 6 Suggested Reading
e ISLP Chapter 12: Unsupervised Learning
e The Elements of Statistical Learning by Hastie, Tibshirani, and Friedman (Chapter 14)
e Pattern Recognition and Machine Learning by Christopher M. Bishop (Chapter 9)
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